INTRO
The Vanderbilt Health data lake

and data models are accessible
via Databricks, a data analytics,

Get to know the Vanderbilt Health enterprise data platform

machine learning, Al, and

business intelligence platform.

Platform tools assist with data

curation

Visual Data Prep is a low-code
option to create datasets via the

UI.
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Trended Patient Counts (Ages 18-34)
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Genie Code is a Databricks
native Al-powered coding and
machine learning assistant.
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Genie Code

Run multi-step data and Al tasks

What can Genie Code do? Analyze some data

Summarize and interpret the notebook

Analyze the performance of each code block in the notebook. They produce similar

results. I'm curious if one was more efficient than the others.
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Only use the agent with code and data you trust
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SUM(patients) SUM(trend)

The Databricks Platform removes the skills
barrier to data insight, letting every user
work In the language and tools they alread

KNoOw

-ql
with pat_count as (
select year(e.EFFECTIVE_DATE_DTTM) yr, count(distinct p.pat_id) patients
from raw_tables.epic_clarity.pat_enc e
join raw_tables.epic_clarity.patient p on e.pat_id = p.pat_id
where floor(datediff(month, BIRTH_DATE, e.EFFECTIVE_DATE_DTTM)/12) between 18 and 34
and e.EFFECTIVE_DATE_DTTM between '2018-81-01' and current _date()-1

group by year(e.EFFECTIVE_DATE_DTTM) order by 1
)

avgs as (
select yr as x, avg(yr) over() as x_bar, patients as y, avg(patients) over() as y_bar

from pat_count

)s

trend as (
select slope, y bar _max - x_bar_max * slope as intercept
from (
select sum((x - x_bar) * (y - y_bar)) / sum ((x - x_bar) *¥ (x - x_bar)) as slope,
max(x_bar) as x_bar_max,
max(y_bar) as y_bar_max

from avgs
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select pat_count.*, (pat_count.yr * slope + intercept) as trend
from pat_count

oss join trend

%python

dfe
dfp
dfj
dfj
dfj

O W < o n p W N

B R R
N P ®

2018 2019 2020 2021 2022
yr

300000 -

250000~

patients

200000~

150000 -

2023

=
w

2024 e

N N R R R R R R
R ® W 00 ~N ;O n b

res

import matplotlib.pyplot as plt
import pandas as pd

from datetime import datetime
import statsmodels.api as sm

from pyspark.sqgl.functions import expr,countDistinct

spark.table("raw_tables.epic_clarity.pat_enc")

spark.table("raw_tables.epic_clarity.patient™)

dfe.join(dfp, 'pat_id').select('pat_id', 'birth_date', 'effective_date_dttm')

dfj.withColumn( "age", expr( "floor(datediff(month, BIRTH_DATE, EFFECTIVE_DATE_DTTM)/12)" ) )
dfj.withColumn( "yr", expr( "year(EFFECTIVE_DATE_DTTM)" ) )

dfj.filter(dfj.age >= 18).filter(dfj.age <= 34).filter(dfj.yr >= 2018).filter(dfj.yr <= datetime.now().year)

df = dfj.groupBy("yr").agg(countDistinct("pat_id").alias("patients™)).orderBy("yr").toPandas()

# plot the data line
fig, ax = plt.subplots()
ax.plot(df.yr, df.patients)

# calculate the trend line using least squares

model = sm.formula.ols(formula='patients ~ yr', data=df)

model.fit()

df.assign(fit=res.fittedvalues).plot(x="yr', y='fit', ax=ax)

library(ggplot2)

library(sparklyr)

library(dbplyr)

library(dplyr)

sc <- spark_connect(method = "databricks™)

dp <- tbl(sc, in_catalog(sql("raw_tables"), sql("epic_clarity"), sql("patient")))

de <- tbl(sc, in_catalog(sql("raw_tables"), sql("epic_clarity"), sql("pat_enc")))
vdf <- dp %>% inner_join(de, by = "PAT ID") %>%
select(PAT_ID,BIRTH_DATE,EFFECTIVE_DATE_DTTM) %>%
compute( "df")

# note that Hive functions like year/datediff can be used inline

df <- df %>% mutate(yr = year(EFFECTIVE_DATE_DTTM))

df <- df %>% mutate(age = floor(months between(EFFECTIVE DATE DTTM, BIRTH DATE)/12))
df <- filter(df, age >= 18, age <= 34, yr >= 2018, yr <= year(current_date()))

# aggregate

fin <- df %>% group by(yr) %>% summarize(patients=n_distinct(PAT_ID)) %>% arrange(yr)

# plot and add trend line using least squares method

fig a <- ggplot(fin, aes(yr, patients, group=1)) + geom line()
ic a + stat smooth(method=1m)

Data can be analyzed using
various languages (SQL, Python,
R, or Scala), MLFlow, or LLMS.

The images in the center
demonstrate trending patient
counts for patients who were
between 18 and 34 at the time of
their encounter using SQL,
Python, and R to get similar
results.

MLFlow

The Python script automatically
Initiated an MLFlow experiment.
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(3 model [ model_summary.txt v (1.92KB)

D model_summary.txt

1 OLS Regression Results

2 ==============================================================================
3 Dep. Variable: patients R-squared: 9.191
4  Model: OLS Adj. R-squared: 2.076
5 Method: Least Squares F-statistic: 1.656
6 Date: Wed, 12 Aug 2826 Prob (F-statistic): 9.239
7  Time: 16:25:44  Log-Likelihood: -108.20
8 No. Observations: 9 AIC: 220.4
9 Df Residuals: 7 BIC: 220.8
1@ Df Model: 1
11 Covariance Type: nonrobust
12 ================SSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSS=S=======s
13 coef std err t P>|t| [@.025 0.975]
L B e T T T T T TP
15 Intercept -1.513e+07 1.19e+07 -1.269 0.245 -4.33e+07 1.31e+07
16 yr 7584.5167 58583.265 1.287 8.239 -6350.841 2.15e+04
17 =============c==ooosooooooSSSoSSSSSSSSSoSSSSSSSSSSSSSSSSSSSSSSSSSSSssoosozossss
18 Omnibus: 17.862  Durbin-Watson: 2.125
19 Prob(Omnibus): ©.000 Jarque-Bera (JB): 8.039
20 Skew: 1.935 Prob(JB): 0.0180
21 Kurtosis: 5.540 Cond. No. 1.58e+06
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